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a b s t r a c t

Developing cures for highly complex diseases, such as neurodegenerative disorders, requires extensive
interdisciplinary collaboration and exchange of biomedical information in context.
Our ability to exchange such information across sub-specialties today is limited by the current scientific

knowledge ecosystem’s inability to properly contextualize and integrate data and discourse in machine-
interpretable form. This inherently limits the productivity of research and the progress toward cures for
devastating diseases such as Alzheimer’s and Parkinson’s.
SWAN (Semantic Web Applications in Neuromedicine) is an interdisciplinary project to develop a prac-

tical, common, semantically structured, framework for biomedical discourse initially applied, but not lim-
ited, to significant problems in Alzheimer Disease (AD) research.
The SWAN ontology has been developed in the context of building a series of applications for biomed-

ical researchers, as well as in extensive discussions and collaborations with the larger bio-ontologies
community.
In this paper, we present and discuss the SWAN ontology of biomedical discourse. We ground its devel-

opment theoretically, present its design approach, explain its main classes and their application, and
show its relationship to other ongoing activities in biomedicine and bio-ontologies.

� 2008 Elsevier Inc. All rights reserved.

1. Introduction

The SWAN project (Semantic Web Applications in Neuromedi-
cine) aims to develop a practical, common, semantically structured
framework for biomedical discourse initially applied, but not lim-
ited, to significant problems in Alzheimer Disease (AD) research.
The SWAN project is the result of collaboration between the Alz-
heimer Research Forum (Alzforum) and informaticians at Harvard
University, and Massachusetts General Hospital. The initial concept
was proposed in a talk at the W3C Semantic Web in Life Sciences
workshop, October 2004 [1]. SWAN has since been developed
through a pilot application and is currently in the development
stage of its first production-quality application [2–4]. The ability
to use SWAN as an integrator of other semantic web ontologies
for life science has begun to be shown in several collaborative
demonstrator projects [5–7] and is an element of current use-case

development work in the W3C Health Care and Life Science Task
Force [8].

The SWAN project has built on Alzforum’s successful 10-year
history as a scientific web community and strong social network
[9,10]. The Alzforum web site reports on the latest scientific find-
ings, from basic research to clinical trials; creates and maintains
public databases of essential research data and reagents, and pro-
duces discussion forums to promote debate, speed the dissemina-
tion of new ideas, and break down barriers across the numerous
disciplines that can contribute to the global effort to cure Alzhei-
mer’s disease. Alzforum currently has over 4000 registered mem-
bers, with many members actively contributing to the site by
serving as scientific advisors, partnering in creation of databases
such as AlzGene, commenting on published papers, and participat-
ing in discussion forums. Alzforum in the past ten years, not only
has amassed a rich array of scientific contents related to AD, but
has also captured vast knowledge from scientists in the field. The
SWAN project aims to construct a semantically structured network
of hypotheses, claims, dialogue, publications and digital reposito-
ries, incorporating and extending this knowledge. SWAN attempts
to model the scientific discourse about AD and its supporting evi-
dence in a rich and extensible way that is compatible with the way
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the domain of Alzheimer research functions as a technology-med-
iated knowledge ecosystem.

SWAN applications currently include an annotator’s workbench
and a public browser. Both are in limited beta release. The
workbench is currently being used by Alzforum annotators to cre-
ate an initial knowledgebase of major hypotheses, claims, evidence
and discourse relationships in AD research. These applications are
discussed more fully in Sections 3.2 and 5.

2. Scientific discourse and truth on the web

In many formal models of knowledge acquisition in science, re-
search proceeds in a cycle—from hypothesis development; through
experiment and data collection; to interpretation and drawing of
conclusions; to communication of results to other scientists; to
assimilating, criticizing and synthesizing the communications of
colleagues. These practice–theory–practice cycles are socially
interconnected in an extremely rich and complex way in what
has been termed the ‘‘knowledge ecosystem” of science. More
and more this knowledge ecosystem is mediated by the technology
of the web.

Philosophers of science have defined knowledge as ‘‘warranted
true belief” [11]. The classical knowledge management definition
of knowledge is a bit more limited: ‘‘information in context”
[12]. This latter definition is insufficiently specific about evidence
and the material basis of knowledge. Scientific knowledge strives
to approximate objective truth, about a world that exists indepen-
dently of our beliefs about it. Therefore scientific knowledge by its
nature requires experimental validation—evidence—as a warrant
for belief.

For scientific knowledge management systems, the context of
information is its warrant for belief, while experiment in relation
to theory and hypothesis supplies the criterion of truth. Discourse
and social practice (of which it is a part) weave this whole
together.

What we must know about scientific assertions is, (a) what
warrant (context) is provided by the author through discourse;
(b) whether the warrant is valid in the light of other work and
its abstraction in theory (also explored through discourse); and
(c) how can we validate (replicate) this context for ourselves
through experiment, in a continuous evolutionary process.

Current practices in providing warrant are poorly adapted to
the reality evolved over the past decade—that most scientific dis-
course now takes place mediated by digital artifacts accessed on
the web. This is because information content is not transferred
with its context—the forms, in which context is provided, are his-
torically inhomogeneous with the forms of the content:

� Scientific information is currently only exchanged digitally as
individual documents and data files.

� Knowledge annotation and organization is performed indepen-
dently by websites and researchers.

� Knowledge organization schemas are therefore typically idio-
syncratic, incompatible and not easily transferable.

The aim of the SWAN project is to enable a social-technical eco-
system in which semantic context of scientific discourse can be
created, stored, accessed, integrated and exchanged along with
unstructured or semi-structured digital scientific information.
The SWAN knowledgebase is developed and maintained according
to the SWAN ontology, which is presented here in overview. It is
freely accessible on the web [13] and provides a formal basis in
OWL [14] for organizing a very rich context for scientific informa-
tion and discussion. We intend it to evolve to incorporate a large
part of the biomedical research life cycle including support for per-

sonal data organization, hypothesis generation, and digital pre-
publication collaboration. Potentially, community, laboratory, and
personal digital resources may all be organized, interconnected
and shared using SWAN’s common semantic framework. Later this
year, we plan to extend this ontology to cover the most common
forms of experimental activities and laboratory data.

3. Development of the ontology

3.1. Purpose of the ontology and its implications for the design process

SWAN was designed to enable applications to fulfill a set of use
cases in the knowledge ecosystem of biology while reusing arti-
facts from the ecosystem of web semantics. Its ontology represents
the current semantic backbone of the SWAN project.

The purpose of the ontology is:

� To function as the schema of a distributed knowledgebase in
Alzheimer Disease

� To link information in that knowledgebase with other informa-
tion in biomedicine.

The SWAN knowledgebase, with associated software, processes
and social networks is intended

� To enable both public and private scientific discourse to be use-
fully organized in a way which can support divergent view-
points and become self-perpetuating.

� To highlight gaps, inconsistencies, and missing evidence in the
discourse.

� To integrate scientific discourse as it evolves, with standard bio-
logical concepts such as genes, proteins, reagents, etc.

� To enable searching and discovery of new research findings
across subdisciplines.

� To facilitate scientific discussion and collaboration mediated by
the web.

Because it bridges two ecosystems, SWAN’s design process is iter-
ative and consultative.

We began our design with a tentative model of discourse and a
projected set of use cases and applications, which we then piloted.
The application design and information model was vetted and im-
proved in focus groups of Alzheimer Disease researchers. Our ontol-
ogy was then formalized and over time as we evolved the
applications. We also consulted extensively with ontologists partic-
ipating in the W3C Health Care and Life Sciences Task Force, the
OpenBiomedical Ontologies Foundry (OBO) and theNational Center
for Biomedical Ontology (NCBO), to develop and extend SWAN’s
interoperability with other ontologies in the biology domain.

Enhancements and changes to the ontology are discussed and
approved by our software and information architecture team with
our biological curators before being translated into a formal repre-
sentation. This is a key factor in our development, as knowledge
creation in SWAN requires scientists to participate in curation ef-
fort. Before updating the software tools we solicit approval from
the scientists who use the SWAN tools, and ensure that they have
a deep understanding of the conceptual framework and approve
changes to the tools before we update them. In several key cases
we also have consulted with leading scientists at the Massachu-
setts Alzheimer Disease Research Center to explore implications
of proposed changes and to solicit ideas and responses. Further
developments in this process are now being planned with the
NCBO.

SWAN’s ontology was developed in OWL-DL through both the
Protégé Ontology Editor and Knowledge Acquisition system [15]
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and a simple text editor. The ontology includes initial integration
with other existing ontologies (FOAF [16] and OBI [17]) and as
our work continues to evolve we will work with the NCBO and
other groups to extend this integration. As the SWAN applications
that use the ontology have been in beta testing since March 2007,
we evolve the ontology slowly and incrementally in order that the
applications can be aligned with changes and to enable us to mi-
grate existing data gracefully. Creation of the SWAN ontology has
both technical and social aspects, which we strive to integrate.
We discuss some theoretical background to this process in the next
section.

3.2. Grounding the ontology development approach

Theoretically our approach derives in part from work in indus-
trial knowledge management [18,19] and is also inspired by activ-
ity-theory and ecosystems approaches to human–computer
interaction. Practically it is based on many experiences in con-
structing information systems to support rapidly evolving science,
in which social factors and the social frame of the system were
seen to strongly interact with the technology and content, critically
influencing its ultimate success [20].

Our approach is naturalistic and materialistic, in that it empha-
sizes both theory and social practice, that is, what scientists actu-
ally do, in synthesizing and communicating knowledge of science,
while also paying close attention to questions of evidence.

We start from the point of view that we are developing not just
an ontology, but a set of mediating technologies with dual roles in
two collective activity systems: the knowledge ecosystem of AD re-
search, and the software ecosystem of the semantic web (Fig. 1).

The understanding of computer technologies as mediators of
collective activity systems was developed in human-computer
interaction research [21–24] based on Activity Theory [25]. Our ap-
proach is strongly influenced by activity-centered ecosystem-
based models of software development [26–29] and is adapted to
working with ontologies. Our ‘‘first principle” is that ontologies
are simply one of a set of interacting technology artifacts in the
ecosystem, all of which we must consider, along with the social
networks of users and developers. In our model, for the technology
artifacts to survive, they must be useful mediators at the intersec-
tion of both the ecosystems where information is exchanged, and
those where the artifacts are developed.

These ecosystems are social activity networks mediated by
technology and supporting the exchange of knowledge. For each
technical (software) component, there is both a human interface
and a machine interface. Likewise, different human interfaces
may be adapted for comprehension by different participants in

the ‘‘dual” ecosystems, who may have very different habits of
thought. For biologists and software engineers, in our experience,
this difference is quite marked.

We designed this ontology therefore not as a ‘‘complete” model
of discourse, but as an artifact which could be grasped through an
appropriate interface by participants in both ecosystems, and
which could be used to extend the discourse in the realm of science
by being folded in to the discourse itself.

So this ontology is both the schema of a knowledgebase of use
to working scientists, and a way the schema can be externalized
and extended into the socio-technical network where it links data
and interpretations across the ecosystem. Therefore it has a dual
appearance.

To the biologist the ontology is reflected through graphical pre-
sentation of knowledge through a browser (Fig. 2) and is accessed
by creating instances using our Hypothesis Workbench. We do not
expect biologists to access it directly.

To the web technologist or programmer the ontology is
reflected directly as an OWL file [30] accessed through an editor;
and indirectly, in software artifacts which manipulate its instances.

Our primary goal is not to model anything exhaustively—but
rather to construct an integrated whole including the technology,
the social network, the content, the ontology, and the other-ontol-
ogy collaborators that can be grasped in some fashion by all the
participants and evolved.

It is no use modeling things you cannot instantiate in the actual
practice of your system. As the practice of our system is intended
to stretch across all of AD research, we avoid modeling things we
do not believe a significant fraction of postdocs and early career
scientists working in the field would instantiate for their own
use, or find useful and convincing if instantiated by a colleague.
This turns out to be an important consideration. AD researchers
themselves have advised us (sometimes vigorously) on how to
make this distinction. It reminds us of the injunction of Cunning-
ham and Beck, to ‘‘build the simplest thing that could possibly
work” [31].

Let us be more explicit on SWAN’s model of how its ontology is
instantiated. We expect it to be instantiated by working scientists,
using a set of software tools with a simple user interface, either to
comment on another scientist’s work in a public forum, or to anno-
tate their own work in a private workspace, with some interven-
tion by curators or editors on public material. In our view, this is
the only model for building useful knowledgebases in neurological
disorders that can actually scale. We cannot force all statements to
be validated by professional ontologists. And we cannot employ an
army of annotators. We intend to generate instances in the KB lar-
gely as a side-effect of self-interested behavior by scientists in a

Fig. 1. Knowledge and software ecosystem interactions in SWAN.
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community. Every form of ‘‘altruistic” behavior we imagine here,
actually contains an element of self-interest.

3.3. Deciding what to model

We are in full agreement with Soldatova and King [32] that ‘‘the
utilization of a common standard ontology . . .will make scientific
knowledge more explicit, help detect errors, promote the inter-
change and reliability of experimental methods and conclusions,
and remove redundancies in domain-specific ontologies”. However
the key word in the previous sentence is ‘‘utilization”, which re-
quires the experience of reward, such as professional gain in effec-
tiveness or other benefit by the scientist, which is traded off
against the investment of time to learn to use any system, and to
communicate its inevitable shortcomings to a team of developers,
and to wait for problems to be resolved, and so on.

This consideration creates an appropriate pressure for a rela-
tively simple clear-cut ontology and a relatively simple and com-
prehensible system to go with it, at least to begin with.
Agreement and a productive long-term collaboration with broad
layers of scientists must be established for actual widespread use
of the system to occur.

So for example, by contrast to systems such as ScholOnto [33]
and EXPO [34] we have simplified the kinds of distinctions and dis-
criminations required, have ‘‘freed up” the ontology in certain
ways such as by allowing locally-scoped personal tagging, and
have oriented toward an initial user group in biomedicine to create
the best chance for actual uptake of SWAN by working scientists.
While we agree with and respect ScholOnto’s approach of ‘‘mini-
mal ontological commitment”, ‘‘incremental formalization”, and
its aversion to ‘‘master ontologies”, in our view the complexity of
annotating a paper with ScholOnto’s ontology, substantially

exceeds what the average working biologist would be willing
undertake to support their own research goals. This poses a prob-
lem in the economics of annotation, which may be difficult to over-
come. Also, in distinction to ScholOnto, SWAN is specifically
targeted toward biomedicine—therefore it supports integration of
discoursewith information inwidely used public biomedical repos-
itories, such as Entrez Gene and Uniprot, which biologists have told
us is essential to establishing uptake by working scientists.

SWAN’s model of discourse is more akin to that of the FEARLUS
ontology of simulation experiments [35], which, however, being
designed for annotation of simulation experiments, takes a sin-
gle-level bottom-up approach to representing hypotheses, and
does not support other categories of discourse such as Claims, Re-
search Questions, Comments and so forth. These categories are
necessary for supporting active discussion in a community, and
for representing multi-claim ‘‘narratives” within alternative mod-
els of disease etiology.

We can sum up by saying: the first task in deciding what to
model is to discuss it in depth with prospective users, formulated
as use cases of applications supporting their practical scientific
activity. In this way we aim to establish a ‘‘virtuous cycle of exper-
imentation” with our targeted user group, upon which we can
build over time.

3.4. Separation of concerns through Naming and Proxies

We leave the modeling of data in biological entities as much as
possible to our collaborators in other ontology efforts. For this
material SWAN reflects only the names by which bio-entities
may be known to biologists, the URIs of their main information
sources, and sufficient other attributes to allow useful searching
and linking to discourse elements. This is an application of the

Fig. 2. A look at SWAN through a view in the browser.
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Naming [36] and Proxy [37] software design patterns. We do this
to separate concerns in the modeling of discourse from the model-
ing of biology, while maintaining interoperability between their
ontologies and instances.

Therefore, we distinguish between information about things
and the things themselves, following the practice of the Neurocom-
mons [38] and a proposed component of the OBO Foundry [39].

Pieces of information used in SWAN but originating elsewhere
(with another information provider) are represented using the
class Information Content Entity, and instances of this class are in-
tended to capture not a specifically formatted document or record,
but instead that part of the information that would be the same in
different serializations of the same information, for instance the
XML or ASN variations of Entrez Gene. Such information is typi-
cally ‘‘about” some entity in the physical world, representing the
information about the Entity and the semantics of the information
relationships from another information content provider—rather
than the semantics of the Entity itself.

Where we represent both an Entity and an Information Content
Entity (ICE), we relate the two using an appropriate relation. For
example, when we cite a paper, we cite an ICE or record about that
paper, in PubMed or elsewhere. However, in some cases we choose
to represent only one of these, either because we do not have ade-
quate information to identify a Thing (as is the case with Persons,
see below), or because the identity of the record is clear, but what
it is ‘‘about” is not, as would be the case with Genes.

4. Elements of the ontology

4.1. Overview

The main elements of SWAN are

� People, groups and organizations.
� Discourse elements.
� Bibliographic records and citations.
� Life science entities
� Tags, qualifiers, and vocabularies.
� Versions and provenance.

People,groups and organizations represent real people in the con-
text of SWAN and their social networks and formal affiliations.

Discourse elements provide a model of the assertions, questions
and hypotheses in scientific discourse, their supporting evidence,
and the argumentation relationships among them.

Bibliographic records and citations allow us to model the formal
citations of evidence in scientific discourse.

Life science entities are proxies for the Information Content Enti-
ties provided by such resources as Entrez Gene and Uniprot for
information organized by biological entity. Their Names abstract
the names and synonyms by which scientists generally refer to
them.

Tags support flexible personal tagging of information, and are
always part of Vocabularies, which scope them. Qualifiers are tags
scoped globally and used formally within the system.

4.2. People, groups and organizations

In general, in scientific discourse we encounter ‘‘agents”—per-
sons, groups and organizations—as participants in the ecosystem.
For reusability and sharing purposes, agents in SWAN are currently
defined on the base and as extensions of the FOAF vocabulary (Fig.
3). We developed an OWL version of FOAF that is imported by our
SWAN OWL ontology file [40]. We make use of the FOAF classes
Agent, Person, Group and Organization. And we define also a Soft-

ware Agent class, which will be used in the near future to assign
provenance of new knowledge produced through analysis/infer-
ence mechanisms. The same agents are used, in our private ontol-
ogy, to organize system access restrictions for individuals and
groups. A SWAN account is typically assigned to a Person but it
could be also related to a Group if necessary.

FOAF is broadly used to represent agents and defines real things
such as the actual author of a scientific contribution. However,
when referencing the authors of an external source such as a jour-
nal article, most of the time we only have available information—
parts of the person’s name, first name or initial letter, last name
and sometimes title—a set of string literals or syntactic objects,
in our ontology Information Content Entities (Fig. 4).

It is not always possible to uniquely identify the person, as dif-
ferent people can share the same name. We avoid creating an in-
stance of the Person class, in this case, for two reasons. First, we
might end up creating more than one instance for the same person
if we come across multiple ways that the person’s name is repre-
sented (e.g. Doe J, Doe JJ, John Doe, etc.). Second, we might improp-
erly resolve multiple real persons to the same PersonName.
Although the prior situation can be managed by the use of OWL/
sameAs relationships, this puts an additional burden on our initial
implementation, which does not use a full OWL reasoner.

In dealing with documents and related digital resources, the re-
source may become known to us long before we can unambigu-
ously map the names in an author list to Persons. In order that
SWAN grow monotonically, i.e. that we do not have to retract
statements previously made, we decided to adopt the following ap-
proach. If all we know is that somebody named ‘‘John Doe” has
authored an article, we instantiate a PersonName for the string
‘‘John Doe”—without knowing who the string corresponds to. Our
expectation is that we may, at a later time, determine further infor-
mation that can disambiguate the name. Suppose a curator comes
to know which ‘‘John Doe” is the author is the author, we instanti-
ate a corresponding Person object (perhaps named by the URL of

Fig. 3. The classes used in the SWAN ontology to represent agents.

Fig. 4. The PersonName class and its attributes.
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their FOAF description), and relate the Person instance to those in-
stances of PersonName that we know to refer to him. In the SWAN
ontology Person is an entity (roughly bfo:entity) and PersonName
is an InformationContentEntity (Fig. 4).

Note that a simple approach to applying this method might de-
fine an instance of PersonName for every time a name is men-
tioned in an author list (Fig. 5). If there were only a single person
named John Doe, but he authored 100 papers, we would have
100 instances of person name.

Instead, we modify our method as follows. A single instance of
PersonName is created for each unique string identifying an
author. Each article is related to both the PersonName of the
authors and the Persons who are authors. When we discover
who the Person is, we fill in the relation between the Journal Arti-
cle and the Person using authoredBy, and relate that person to the
name via another relation (aka). In this way we avoid committing
to the identity of a person before we know it, have arranged that
updates to SWAN do not require deletions, and avoid unnecessary
duplication of PersonName instances (Fig. 6).

Alternatively, to avoid name proliferation we could have
instead adopted the approach in Fig. 7, in which duplicate
PersonNames are eliminated.

4.3. ‘DiscourseElements’: the core of SWAN

Discourse elements classes represent the core of the SWAN
Ontology. Through such classes it is possible to use self-annotated
discourse as bridging instantiations connecting the many special-
ized research sub-domains contributing to AD research and to re-
search in general. The advantage of this approach is that the
bridging instantiations will automatically track the knowledge as
it emerges, and is not required to make ‘‘value judgments” about
the proper bridging level concepts. The bridging level, in fact, be-
comes concrete as speech acts, which are documented only as to

what is said, and its logical and/or evidential relationship to other
statements.

The ontology of discourse at the core of SWAN is, in Hausser’s
terminology, a ‘‘[+sense, +constructive]” ontology [41], that is, an
ontology about what is said, rather than about agreed-upon objec-
tive facts; with intensional definition of meaning (normal for
biology).

The DiscourseElements in the ontology characterize digital re-
sources which themselves contain statements in English or other
languages. Each DiscourseElement may also be linked dynamically
to terms or statements in other domain ontologies and folksono-
mies, which classify or describe it in terms of relatively undisputed
facts or objective categories (in Hausser’s framework, ‘‘construc-
tive” ontologies).

SWAN thus captures a middle, transitional ground between the
more inventive, fluid, multi-hued, nuanced, contentious, and
inherently ambiguous flow of natural language—in which scientific
discourse is conducted—and the far more controlled, formal,
unambiguous, rigorous, and fixed nature of formal ontologies
‘‘about” the science.

The connecting point in SWAN’s ontology for externally defined
ontological categories in biology is the class LifeScienceEntity
(LSE), which functions as an ‘‘adapter” from research statements
to curated external sources of information.

The SWAN discourse elements are:

� Research statements: a claim or an hypothesis.
� Research questions: topics under investigation.
� Structured comments: the structured representation of a com-

ment published in a digital resource.

DiscourseElements are narrative objects and have a simple set
of attributes (besides the provenance information a title and a
description) but a very important variety of relationships. In order
to give an idea of the properties involving the discourse elements
we take into consideration an example of a research statement cre-
ation and in particular of a hypothesis.

In Fig. 8, we depict a possible instantiation showing some rela-
tionships between the primary research statement and other
SWAN entities. In this particular case, the research statement (an
hypothesis) is ‘‘derivedFrom” a Web Article. The relationship
‘‘derivedFrom” is used to assert that the research statement is mir-
roring a digital resource, in this case, an article published on the
web. This distinguishes a derived resource from one created from
scratch by an author in the SWAN environment.

ResearchStatements may contain an ordered list of other Dis-
courseElements (‘‘contains/containedBy” relationship) represent-
ing a logical narrative or discourse. The ‘‘contains/containedBy”
relationship is transitive and ordered. The proper order of the con-
tained entities establishes the logical flow of discourse expressed
by the original resource. At the same time each Research Statement
in a discourse may (should, in fact) cite as evidence other digital re-
sources (‘‘citesAsEvidence”), or Life Science Entities through
‘‘citesLifeScienceEntity”.

After the original hypothesis has been detailed using nested
DiscourseElements in the proper order, it is possible to relate each
DiscourseElement to others (Fig. 9). This is done with the set of
relationships ‘‘discusses”, ‘‘inconsistentWith, ‘‘consistentWith”,
and ‘‘alternativeTo”. The contained entities can be defined from
scratch or partially/fully reused if already present.

Therefore, it is possible to have three cases:

1. A new research statement from scratch. The research statement
can be detailed in a title and description and it is possible to
relate it to other discourse elements through the already men-
tioned relationships. In particular the relationship ‘‘alternative-

Fig. 5. Three examples of journal articles with the author names.

Fig. 6. Journal articles, author names and the related Person, with the authoredBy
relation instantiated to connect the Journal Article to a known Person. Person Na-
mes are redundant.
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To” is used to refer the new research statement to already exist-
ing ones. In this case the research statement’s provenance will
be defined by the curator - which could correspond with the
original author, or with a knowledgebase editor.

2. Full reuse of an existing research statement. In this case it is
possible to create a research statement (e.g. a hypothesis) to
include another existing research statement (e.g. a claim). The
provenance of the existing claim is maintained. But the new
connection between the hypothesis and the claim will have a
different curator.

3. Partial reuse of an existing research statement. It is possible to
partially reuse another research statement through the rela-
tionship ‘‘evolvedFrom” in which we connect a newer version
of a research statement to a previously existing one, upon
which it was based.

Other interesting use cases come from the idea of commenting,
that in SWAN will have the form of the Comment entity. A Com-
ment upon a ResearchStatement can mirror a comment that has
been published on a journal or on a web site, or can be created
from scratch. In the first case the relationship ‘‘derivedFrom” is ap-
plied to connect the Comment and the original digital resource. In
the second case the comment is defined in the SWAN workbench
directly. The comment is always ‘‘inResponseTo” some other dis-
course element (because we are modeling dialogue) and such rela-
tionship can be characterized more fully through a consistentWith/
discuss/inconsistentWith relationship.

A Comment has a form similar in certain respects to a Research-
Statement. It can be composed by an ordered list of discourse ele-
ments, it can refute, support or discuss other discourse elements
and it can be alternative to some other discourse element. It can
cite life science entities or reagents as well as digital resources.

As with all the other discourse elements, Comments can present
an ordered list of authors. Some instantiable relationships of Com-
ment are shown in Fig. 10.

Fig. 7. Journal articles, author names and the related Person, with the authoredBy relation instantiated to connect the Journal Article to a known Person. Person Names are
non-redundant.

Fig. 8. Some of the possible relationships of a research statement.

Fig. 9. Relationships between discourse elements.
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The last discourse element in this version of SWAN is the
ResearchQuestion. A ResearchQuestion can be contained in another
discourse element or it can be ‘‘motivatedBy” another discourse ele-
ment. ResearchQuestionsare open topicsof investigationwheredia-
logue is initiated and experiments performed.

4.4. Bibliographic records and citations

In the previous paragraph, we mentioned the Journal Article.
Journal articles are one of the elements that concur in building
the scientific discourse; they are typically cited as source of evi-
dence. These intellectual products or resources need to be ‘citable’,
allowing users to establish records to identify and locate them as
they often represent resources outside the SWAN environment.
This part of the ontology is designed to represent the citations or
bibliographic records of these products and not the products them-
selves. Intellectual products are currently modeled in SWAN, as
Digital Resources.

Digital Resources in SWAN can be journal articles, published
comments, news, a web page about a gene, as well as simple
images or data files. Nowadays the majority of such resources
can be found through websites like PubMed or simply through a
Google search. In this first iteration of the SWAN ontology we fo-
cused on all those resources that are fundamental for representa-
tion of scientific discourse mediated by the Alzforum website.

The managed Digital Resources in SWAN are:

� Journal articles/news/comments.
� Magazine articles/news/comments.
� Web pages/articles/news/comments.

All these classes are records representative of the original
sources. Every element contains a set of attributes and relation-
ships useful to uniquely define the resource and to give a sufficient
set of information to the users who deal with it.

The Journal Article attributes and relationships (bold) are repre-
sented in Table 1. SWAN stores (for public access) only information
not covered by copyrights. Thus, the abstract of the articles and the
full text are not included. On the other hand, directly, and through
annotation, we collect many attributes useful for improving search
and data mining capabilities. Even laying aside copyright issues,

the general idea is to duplicate the least possible amount of infor-
mation required to guarantee the necessary functionality, and to
enable proper data integration when needed. Thus web page con-
tent is not duplicated in SWAN—and we endure the risk of losing
the resource if the web page is not maintained over time. Although
in the current version of the ontology we do not as yet include enti-
ties such as manuscripts-in-process, future versions will, in order
to support anticipated SWAN functionality. As we envision the
next iteration of this ontology, a manuscript could represent, for
instance, an idea that is under development for a journal article.
Such manuscripts would be unlike other resources that SWAN cur-
rently manages because it is not the result of a publishing process,
but instead an embryonic form of a publication. Typically, manu-
scripts in preparation would be stored in the private space of the
user. In such cases we expect that authors would keep an abstract
and a full text so as to facilitate releasing information about the
manuscript to the public, as it cannot be publicly found in digital
format. Other Digital Resources that will be integrated in the future
versions of the SWAN ontology include files of data, images, and
database entries from the user’s personal workspace.

4.5. Life science entities

An important family of SWAN entities is the Life Science Entities
(LSEs). These LSEs, such as genes, proteins, and organisms, are of-

Fig. 10. Examples of possible relationships between Comment and other SWAN classes.

Table 1
Journal Article attributes and relationships

CreationDate The date when the Information Content Entity has been
created in the SWAN environment

EnteredBy The Person who requested the creation of the record
AuthoritativeSource The source of information for record creation (e.g. PubMed)
AuthoritativeId The ID of the record in the original environment (e.g.

PubMed ID)
Location One or more locations of the electronic version of the

document
DOI Digital Object Identifier (DOI)
ISSN International Standard Serial Number (ISSN)
JournalName Name of the journal
Volume Volume of the journal
Issue Issue of the journal
Pagination Page numbers of the article within the issue
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ten the focus of the studies of a disease. They also include tools
used in scientific experiments, such as antibodies, animal models,
and drug reagents. LSEs are used to enrich, integrate, and relate sci-
entific statements.

In SWAN we need both to refer to the external resources
through records and to be able to establish relationships between
the real entities. According to the same approach that guided us in
the definition of digital resources, we store in the records the min-
imum set of information allowing search and entity recognition by
the user. Such instances will then point to all the external re-
sources such as web pages in Entrez Gene or in Uniprot, or to
RDF that is going to be provided such as the antibody database
in Alzforum.

In the current version of the ontology, we are also interested in
providing relationships between some of these entities, e.g. a gene
entity is a variant of another gene entity, a multiprotein complex
contains a protein (Fig. 11).

The LSE relationships are represented in Table 2.

4.6. Tags, qualifiers, and vocabularies

As already mentioned, SWAN includes support for personal data
organization. This is an important feature for the individual scien-
tist. One of the mechanisms provided is the well-known concept of
‘‘tag” in the way that has been widely used by del.icio.us [42] and
flickr [43]. Freely definable tags are typically a boon to the individ-
ual, and a bane to the knowledgebase curator.

What makes tags helpful to an individual—freedom from re-
quired social process and therefore ultra-responsiveness to per-

sonal information organization requirements—makes them
potentially unhelpful to the community as a whole. We negotiate
this contradiction by scoping. All freely definable tags actually be-
long to a Vocabulary, under the control of one or a set of users.
Vocabularies are scoped to be visible and valid only within a
‘‘workspace”, that is, a graph of the knowledgebase owned by
and visible to, one or more users.

It is also possible to scope Vocabularies as valid across the en-
tire knowledgebase, as well as across subsets (‘‘personal work-
spaces”) of the knowledgebase. Vocabularies scoped across the
entire knowledgebase, are controlled by the curators as to their
meaning. Tags in these public Vocabularies we call Qualifiers.

A very simple example of a public Vocabulary is the ‘‘Pathogenic
Narrative” we have defined in the context of AD and used to anno-
tate claims. It consists of four Qualifiers in an ordered sequence
representing abstract phases of a pathogenic process: InitialCondi-
tion, Perturbation, PathogenicEvent, Pathogenesis. Note that these
are instances of an ontological class called ‘‘Vocabulary”, and are
not classes themselves. Currently we allow Qualifiers in the ‘‘Path-
ogenic Narrative” and ‘‘EvidenceType” Vocabularies to be assigned
to research statements, and we qualify Research Statements as to
whether they are Claims or Hypotheses.

Another example is given by terms coming from the ‘‘MeSH”
terminology, which we use as a lexicon. This is particularly useful
when we import records from PubMed. Together with the biblio-
graphic record, PubMed provides some keywords encoded through
the MeSH terminology.

Tags in these public Vocabularies we call Qualifiers. Currently
we allow the ‘‘Pathogenic Narrative” and ‘‘EvidenceType” qualifiers
to be assigned to research statements, and we qualify Research
Statements as to whether they are Claims or Hypotheses.

It is also possible to encode author-specified keywords related
to a digital resource using the Comment class. Since the terms con-
nected to a journal article in PubMed are authored by the PubMed
organization, we decided to treat them as comments as they are an
expression of a re-elaboration of the original work.

4.7. Versions and provenance

It is important, in an integration environment, to be able to keep
track of the provenance of data. A typical piece of provenance
information is the creation date of an entity. This is particularly
important when we are talking about information content entities
to the extent that they refer to real world things they can become
invalid as the world changes. Knowing the time that pointer hasFig. 11. SWAN Life Science Entities and their relationships.

Table 2
Life Science Entity relationships in SWAN

Gene has variant/is variant of Gene Gene variants include missense, deletion, etc. mutations that are heritable allelic variations of a wild type DNA sequence located at a
single chromosomal locus (examples: APP, PS1, ApoE, tau). Gene variants also include splice variant cDNAs of a single gene that
encode different length proteins derived from the same DNA sequence (examples APP, tau). Gene variants also include homologues of
genes, that are located at different chromosomal loci (examples include Aph-1a and Aph-1b, Notch 1, 2, 3, 4)

Gene has ortholog/is ortholog of
Gene

Gene orthologs are evolutionarily conserved homologous genes from disparate species. Examples include human presenilin vs. C.
elegans SEL-12, human notch vs. C. elegans LIN-12, human nicastrin vs. C. elegans APH-2

Gene encodes/encoded by Protein Proteins translated from any mRNA transcribed from a single gene
Gene nativeIn/hasNative Organism Genes are nativeIn specific Organisms, in which they occur in nature or through classical genetic selection, and are determinants of

organismic form and function
Protein has variant/variant of

Protein
Protein variants include proteins translated from all various length mRNAs that are transcribed from a single gene. This includes
proteins that use alternative exon encoded sequences. Proteins variants include all translated protein products from all splice variant
mRNAs of a single gene (example: APP770, APP751, APP714, APP695)

Protein derived from Protein Proteins derived from proteins include all post-translationally modified versions of the same protein. This includes Ab peptide
cleaved from APP, hyperphosphorylated tau, Notch intracellular domain cleaved from Notch

Protein part of/contains
Multiprotein Complex

Multiprotein complexes are groups of two or more associated proteins formed by protein-protein interaction that is stable over time.
Example includes gamma secretase which is a stable complex formed by the association of Presenilin-1 or Presenilin-2 proteins
associated with APH-1a or APH-1b proteins, with nicastrin and PEN-2 proteins. A second example includes stable Ab soluble
complexes, fibrils, b sheets

Protein nativeIn/hasNative
Organism

Proteins are nativeIn specific Organisms, being products of the corresponding Gene nativeIn that same Organism; they are
determinants of organismic form and function and modulators of genetic expression
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been created or updated can reflect on the reliability of the infor-
mation. Where information captures rapidly changing scientific
understanding, for example of the functions of proteins, the crea-
tion date of the information is used for integrating and synchroni-
zation with other knowledgebases.

Authorship is another important piece of information, as scien-
tists routinely base part of their judgment of work on the previous
work and reputation of the authors. In SWAN there are two areas
where authorship information is recorded. For articles that are
annotated within SWAN, we record the author of the original arti-
cle and of the person who creates the annotation. Curators perform
the process of structuring knowledge coming from a resource. For
the scientific discourse narrative objects that are created by the
curator, recording provenance serves the purpose of both allowing
for appropriate credit and for tracing cases where there are con-
flicting information is recorded. The curator can also assign the role
of entering data to another person.

Provenance attributes apply to all entities.
The SWAN ontology also supports evolution of research state-

ments as knowledge evolves. When a curator is defining a new en-
tity, for instance a research statement, automatically the SWAN
Workbench will make this the first version of the entity. If the
same user changes this research statement, we will create a new
version of the entity. If another user wants to start from that entity
to define his own version it will become a new entity ‘‘evolved-
From” the original research statement but with another curator/
author.

5. Applying the ontology in practice

The SWAN ontology is applied in practice today through two
software applications, the Workbench and the Browser.

The Workbench allows scientists and scientific editors to
instantiate the ontology in a very friendly, AJAX-style Web applica-
tion. Instances are written to a triple store—currently the ANZO
[44] triple store based upon IBM’s BOCA product [45]. The SWAN
Workbench is designed to organize Hypotheses, Claims, and Evi-
dence within the discourse; and to highlight logical relationships
between them. The Workbench is intended for use by ‘‘privileged”
users initially, who have curatorial responsibilities. A future
enhancement will be to add private workspaces and a publication
state model to support widening the user base.

The Browser accesses elements from the triple store and also
runs as a web application. It is intended for use by ordinary scien-
tists to access, manipulate and download information from the
SWAN knowledgebase. It includes an adaptation of the Simile Ex-
hibit faceted browser (http://simile.mit.edu/exhibit/) to enable
selection of sets of research statements and their evidence. It per-
mits navigation in depth of the network of relationships within the
knowledgebase, including discovery of conflicting claims.

Both the Workbench and the Browser are implemented using
the following technology stack: Java as programming language, As-
pectJ, Struts2, Spring, Hibernate as object/relational persistency
framework, DB2 as relational database, Boca as RDF triple store,
SPARQL as RDF query language, Jastor for generating Java Beans
fromWeb Ontologies (OWL), Dojo as javascript framework and Ex-
hibit of the Simile project as publishing interface for the Browser.

In Fig. 10 below, we illustrate a small section of an example
applying the SWAN ontology to real scientific discourse in which
there is substantial uncertainty and conflict over correctness of
competing models of AD pathology. Biologists and science curators
on our team worked numerous such examples in detail, and in par-
allel with development of both the ontology itself and the software
which will allow scientists to apply the ontology in their daily
work. As an element of implementing the SWAN project, we are

in the process of annotating several dozen large-scale current
hypotheses in AD research which will be provided as an initial con-
tent store to our user community via the Alzforum. Quality assur-
ance in development of the annotation will be provided by
scientific staff of the Massachusetts Alzheimer Disease Research
Center, Massachusetts General Hospital (http://www.massgeneral.
org/neurology/MADRC).

The example in Fig. 12 shows a small section of the metadata
developed around two current hypotheses of AD etiology, originat-
ing from Vincent Marchesi at the Yale Medical School (Marchesi,
Intracellular a-Beta Dimers Hypothesis) [46] and the group of
Karen Hsiao-Ashe at the University of Minnesota (Lesné et al.,
a-Beta*56 Hypothesis) [47]. Both scientists attempt to develop
models which explain literally thousands of research observations
tying plaque deposits of amyloid-beta protein to Alzheimer
pathology. Among the questions at hand are (a) is amyloid-beta,
or one of its derivatives or precursors, the toxic agent in AD? (b)
if so, what is the mechanism of toxicity?

Note that Hypotheses are modeled as a nested set of Research
Statements. Both Hypotheses and Claims are Research Statements;
they are intended to be re-usable outside their original context. An
Hypothesis in one context may be re-used as a Claim in another,
broader context, and vice versa. There is no inherent limit to the
nesting of Research Statements.

Research Statements are not regarded as valid in and of them-
selves. That is for the scientific community to determine. But
clearly the authors of such statements intend them to be accepted.
In modeling the discourse, therefore, we show the specific evi-
dence cited by the authors in support of each claim, and in some
cases the overall model or hypothesis. In the context our example
illustrated in the Figure, the evidence cited is in the form of other
publications. But the SWAN ontology will allow citations to sup-
plemental data as well, including data on websites.

The example shows only a portion of the Marchesi and Lesné
hypotheses. In our current content library, Marchesi hypothesis
consists of 26 Claims. Claim 9 of Marchesi conflicts with Claim 3
of Lesné, as shown in the metadata by a symmetric ‘‘inconsistent-
With” relationship between the research statements (shown in
red). Use of the term ‘‘inconsistentWith” is not meant to imply
objective refutation. We are simply modeling the conflict between
these statements, one of which states that a-Beta exerts toxicity in-
tra-membranously, while the other claims an extra-membranous
mechanism of toxicity.

By modeling the specific claims made by various models of AD
pathogenesis, and their logical relationship to one another, we
hope to provide scientists in this highly multidisciplinary field with
a tool for reasoning about the knowledge in their field, for thinking
about what experiments need to be done to resolve conflicts and
contradictions, and a framework for making serendipitous discov-
eries of research previously unknown to them.

6. Relationships to other efforts and communities

6.1. Collaborating groups and centers

From the outset, we have attempted to achieve as broad a set of
collaborations and ‘‘friendly conversations” as possible between
the SWAN project team, working AD researchers, bio-ontologists,
and web technologists. We are currently collaborating with the
Massachusetts Alzheimer Disease Research Center (quality control
of hypothesis content); the W3C Health Care and Life Sciences Task
Force (development of AD and Parkinson’s Disease research-based
use cases and an interoperability demonstration); Science
Commons; the Sense Lab Group at Yale School of Medicine’s
Department of Medical Informatics; and the Open Biomedical
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Ontologies effort. A number of other collaborations—with groups
developing ontologies of reagents, animal models, biological path-
ways, and so forth, are under active discussion. The public beta re-
lease of SWAN’s knowledge management tool will be hosted on the
Alzheimer Research Forum website (http://www.alzforum.org)
beginning in late 2007.

6.2. Directions in ontology alignment

SWAN as a software artifact, as an ontology, and as an element
of the Semantic Web, is itself embedded in a community ecosys-
tem devoted to representing and sharing knowledge in a more
broad sense. We have begun to investigate alignments with related
work in other ontologies. Here we discuss some efforts relevant to
SWAN from a preliminary survey. As we identify and define align-
ment use cases we will work to establish correspondence to these
and other ontologies relevant to our domain.

The Open Biomedical Ontology (OBO) Foundry [48] is com-
prised of a subset of the ontologies [49] within a larger set of the
OBO ontologies, including among them the Gene Ontology. Cre-
ators of OBO Foundry ontologies have committed to a (evolving)
set of principles [50]. These principles are designed to encourage
the development of a set of interoperable, logically well-formed,
non-overlapping ontologies, that accurately represent their do-
mains. They use a shared set of relations, are collaboratively devel-
oped, and are based on a shared Basic Formal Ontology (BFO) [51].

Like SWAN, OBO’s Ontology for Biomedical Investigations (OBI)
[52] extends past the usual boundaries of the natural science
ontologies. OBI does this because of the necessity of describing

items which have been created for the purpose of doing experi-
ments, such as instruments, and reagents; cognitive constructs,
such as plans and protocols; as well as documentation associated
with research, such as proposals, forms, reports, and data. In these
last elements we find some direct overlap with some of the subject
matter of SWAN.

The International Federation of Library Associations and Institu-
tions convened a working group to develop requirements for bib-
liographic records. Their report [53] develops a theory of the
central entities and relations that are relevant for representing bib-
liographic records and, as such, their concerns are relevant to an
important function of SWAN—pointing to the scientific literature.

Finally the Semantically Annotated Latex (SALT) project [54]
concerns itself with the general problem of referring to and anno-
tating semantic aspects portions of documents. One of the theories
that they base a portion of their ontology is Rhetorical Structure
Theory (RST) [55]. RST theory provides analytic tool for analyzing
how pieces of text in a single document relate to each other and
what functions these relations accomplish in the process of com-
munication between writer and reader. Although RST addresses
relations between texts in a single document, it may also be useful
in providing a framework for intra-document relations of interest
to SWAN.

7. Conclusion

The SWAN Ontology is a knowledge schema for personal and
community organization and annotation of scientific discourse.

Fig. 12. How the ontology is instantiated for conflicting hypotheses, claims and evidence—example of inconsistent claims.
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Working bench scientists using the SWAN application will be able
to organize key knowledge in their own specialties as a web of
assertions whose relationships to each other and to their support-
ing evidence is well-characterized.

These assertions will be organized as metadata on the most
commonly used digital resources representing unstructured scien-
tific discussion, such as PDFs and web pages. They will be an
important bridge between the scientific literature and concepts
in several biomedical ontologies, and will be able to be published
and shared in scientific web communities with relatively light-
weight intervention by curators or editors.

SWAN is, by design, a mediating technology for working social
networks of scientists. The authors believe it will enable a new le-
vel of knowledge organization to be created and shared by scien-
tists themselves, as an integral part of their work activity.
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